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The Database Group has a long tradition in combining 
fundamental research and prototype development that 
evaluates research concepts. This is reflected by many 
publications and demonstrator systems that we have 
produced over the last thirteen years since the group’s 
establishment at ETH Zurich in 1988.   
 
This document gives a brief overview of our current 
team and research activities that are centered on the 
vision of Hyperdatabases. More information about us 
and our work can be found on our WWW server under 
http://www.dbs.ethz.ch 
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Advisors 

 Prof. Dr. Hans-Jörg Schek 
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E-Mail Addresses 

 All e-mail addresses are of the form:  
 <last name>@inf.ethz.ch 
 German umlauts (like ‘ö', ‘ä', ‘ü' or ‘ß') are 
 written ‘oe', ‘ae' , ‘ue' or ‘ss'. 
 For example: ‘foerster@inf.ethz.ch' for 
 Antoinette Förster. 
 
Postal Address 

 Database Research Group 
 Institute of Information Systems 
 ETH Zentrum 
 CH-8092 Zurich, Switzerland 
 
Physical Location 

  C Floor, IFW-Gebäude 
 Haldeneggsteig 4 (off Weinbergstrasse) 
 CH-8092 Zurich 
 

The building is situated close to the tram 
stop called ‘Haldenegg'. Trams 7 and 15 
stop in ‘Weinbergstrasse’ directly in front of 
our building. Trams 10 and 6 also have a 
stop named Haldenegg, but it is actually 
located on the corner of Weinbergstrasse 
and Leonhardstrasse a short distance from 
the building. The building itself is an off-pink 
color, noticable also through its aluminium 
electronic shutters. 
 
From the main railway station, the best tram 
to take is number 10. The tram stop named 
‘Hauptbahnhof’ is in front of the main 
entrance of the station. Note that we are 
situated very close to the center of Zurich. 
The main railway station is only 5 to 10 
minutes walk and two tram stops away. 

 
 

 

Members & Contact 
 

Members & Contact



 3 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
The Vision 
 
The amount of stored information is exploding 
as a consequence of the immense progress in 
computer and communication technology 
during the last decades. However tools for 
accessing relevant information and processing 
globally distributed information in a convenient 
manner are under-developed. In order to 
improve this situation, we envision the concept 
of a hyperdatabase that provides database 
functionality at a much higher level of 
abstraction, i.e., at the level of complete 
information components in an n-tier 
architecture. In analogy to traditional database 
systems that manage shared data and 
transactions, a hyperdatabase manages shared 
information components and transactional 
processes. It provides “higher-order data 
independence” by guaranteeing the immunity of 
applications not only against changes in the 
data storage and access structures but also 
against changes in the application components 
and services, e.g., with respect to the location, 
implementation, workload, and number of 
replica of components. In our vision, a 
hyperdatabase will be the key infrastructure for 
developing and managing future information 
systems. At the interface, it will support 
component and service definition and 
deployment, specification of transactional 
processes encompassing multiple application 
service invocations, service publication and 

subscription (see Figure 1). Under the cover, it 
will perform metadata management, 
scheduling, optimal routing of service requests, 
monitoring, flexible failure treatment, availability, 
and scalability. As illustrated in Figure 2, we 
have established a number of broad research 
directions tackling various problems of 
hyperdatabases:  
 
Transactional coordination in composite 
systems continues our tradition in transaction 
research. The two areas below, database 
clusters and multimedia information 
management benefit from transaction research 
and are two examples of large scale information 
systems where we explore and realize the 
hyperdatabase vision by various prototype 
systems. In the vertical axis, we have 
established a new area information dynamics 
and mobilities that complements the foundation 
work in transactions by asynchronous 
decentralized “coordination”. In the following we 
present a short description of the four areas. 
 
Transactional Coordination in Composite 
Systems 
 
We have studied the problem of ensuring 
correctness of concurrent executions in 
composite n-tier systems. Every coordinator in 
the composite system performs its transaction 
management ensuring (local) correctness and 
(local) recovery. The problem is how global  
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correctness and global recovery is ensured. In 
the past we have extensively studied this 
problem from a foundational point of view, and 
performed several evaluations. In transactional 
processes, our more recent research activities, 
we go beyond transactions in that we not only 
specify conflicts between invocations but we 
also know about compensation and about 
retriability. We allow to specify alternative 
executions and based on these we generalize 
the “all-or nothing” atomicity of transactions to a 
notion called guaranteed termination. It means 
that a single process will eventually terminate 
along a well-defined path even in case of failure 
and under concurrency. We have started new 
investigations aiming at decentralized 
coordination exploring mobile agent technology, 
and exploiting cost information of service 
invocations to optimize scheduling without 
sacrificing correctness. Work on transactions 
and transactional processes is a foundation and 
a basis for transaction implementations in the 
other main research areas described below.  
 
 
 
 
 
 
 

Database Cluster - PowerDB 
In the PowerDB project we explore a 
hyperdatabase consisting of a set of component 
databases in a PC cluster as shown in Figure 3. 
The objective is to bypass the limits of 
scalability and availability of today’s database 
technology. In every component we have a 
complete DBMS with its data. Clients access 
data via the coordinator, i.e., via the 
hyperdatabase. We explore protocols for high-
level transaction management under special 
consideration of semantic conflicts and of data 
partitioning and replication. Replication of 
complete databases contributes to considerable 
speed-ups in case of read transactions. Due to 
the second layer transaction management we 
avoid the disadvantages of traditional commit 
protocols and of synchronous updates. In 
addition, query routing aims at detecting 
components that have sufficiently fresh data 
and that have the shortest response time due to 
queries that have been processed before. 
Replication can be full or be restricted to certain 
parts of the database. We investigate methods 
that dynamically allow to add more components 
to the cluster. We put special emphasis on 
“Online Analytical Processing in a Cluster of 
Databases”, and on “XML Document 
Management with PowerDB”. 
 

Figure 2 
Research areas of the 
Database Group 
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Figure 3 
Physical View on the 
database cluster of 128 
DBMS nodes 
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Multimedia Information Management 
Multimedia information systems consist of many 
specialized components such as databases, 
object repositories, special image servers, 
feature extractors, and indexing components. In 
several projects in the past, we have developed 
a prototype system for interactive image 
similarity search on a PC cluster. The cluster is 
coordinated by a hyperdatabase that contains 
descriptions of the components including their 
actual load. Simple transactional processes for 
insertion, similarity search, and bulk load can 
run in parallel and the subtasks are “optimally” 
and reliably assigned to the components by the 
hyperdatabase as shown in Figure 4. At any 
point in time, a new component can be added 
to the cluster in order to improve response 
times. Interactive similarity retrieval is based on 
the VA-File, a simple but efficient approximation 
of the inherently high-dimensional feature 
vectors. In order to improve the retrieval 
effectiveness, we support complex similarity 
queries consisting of several reference images, 
several feature types, textual attributes and 
predicates. In combination with relevance 
feedback, our similarity search system provides 
a convenient interface for effective queries, as 
exemplified in Figure 5. We further apply these 
techniques to organize, manage, and present 
the individual information spaces of users in a 
more natural and efficient way.  
 
 

 
 
 
 
 
 
 
 
Information Dynamics and Mobility 
The combination of wireless and wired 
connectivity along with increasingly small and 
powerful mobile devices, such as laptops, 
personal digital assistants, handheld PCs, and 
smart phones, enables a wide range of new 
applications that will radically change the way 
information is managed and processed today. 
Therefore in this new research area we put 
strong emphasis on networked information  
systems where at any point in time nodes may 
become (partially) disconnected. Nevertheless 
processing should continue with the objective of 
afterwards resolving potential conflicts if there 
are any, i.e., by performing some coordination 
afterwards when nodes are re-connected. In our 
vision, information systems will be composed of 
self-describing and self-organizing mobile 
information components that are abstractions of 
both data and application logic.  

 

Figure 5 
Image Search: Most 5 similar 
images to the query image (  ) 
before (left) and after (right) 
consideration of relevance 
feedback. Result found in a test 
collection of 350000 images 

Figure 4 
Multimedia 
components 
coordinated by a 
hyperdatabase in the 
ETH World application 
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While concurrency control and recovery are 
well-understood problems in conventional 
databases, this unfortunately is not the case 
when transactions are grouped into entities with 
higher level semantics. Such groupings often 
appear as transactional processes coordinating 
composite systems, i.e., collections of 
heterogeneous, distributed applications.  
 
This type of coordination is becoming more and 
more important in applications such as, for 
instance, e-commerce or virtual enterprises, 
specialized coordination tools, workflow 
management or process support systems.  
 
In these environments, it is of primary 
importance to be able to provide transactional 
execution guarantees for processes and identify 
the acceptable interleaving among concurrent 
processes. Transactional execution guarantees 
include correctness even in case of failures (by 
appropriate alternative executions) and 
concurrency (simultaneous access to shared 
resources / services).  However, as activities 
are service invocations in arbitrary subsystems, 
their inverses may not always be available 
which influences the execution guarantees that 
can be provided for transactional processes.  

Atomicity is generalized under the notion of 
guaranteed termination indicating that always at 
least one of several possible final states of a 
process (by alternative executions) can be 
reached. Additionally, non-compensatable 
activities also influence the way concurrent 
processes are scheduled as –with respect to 
both correct concurrency control and recovery– 
additional restrictions have to be imposed. This 
is all covered by the correctness criterion  
P-PRED which is derived by applying the 
unified theory of concurrency control and 
recovery to transactional processes.  
 
These execution guarantees however require 
certain key database functionality (such as 
atomicity of local operations, order-preservation 
and either compensation of operations or the 
deferment of their commit) of the participating 
subsystems. However, this functionality is not 
present in many applications and must be 
implemented by a coordination agent coupled 
with the application.   
 
This work is supported by the Swiss National Science 
Foundation (SNF) within the main emphasis program 
SPP I&K as part of the project “INVENT: 
Infrastructure for Virtual Enterprises”. 
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Processes have increasingly become an 
important design principle for complex intra- 
and inter-organizational business interactions. 
In particular, processes allow for the provision 
of value-added services by seamlessly 
combining existing applications into a coherent 
whole, even across corporate boundaries. 
Conventionally, process coordination relies on a 
centralized process support system for 
executing predefined processes as distributed 
applications and for orchestrating the individual 
services encompassed within each process. In 
addition, process coordination requires to 
provide dedicated execution guarantees such 
that processes are executed correctly, even in 
the presence of failures and concurrency.  
 
In certain applications, however, the traditional 
approach reaches its limits. In e-commerce 
interactions, for instance, the processes to be 
executed are not necessarily static and do not 
follow a predefined pattern but have rather to be 
generated dynamically (e.g., choosing the best 
offer in a pre-sales interaction). Hence, such 
increased flexibility is urgently demanded in 
order to provide viable process support. 
 

Additionally, not all processes might require full 
support of concurrency control or recovery. 
Hence, a framework is needed which supports 
both the modularization of the process 
coordinator's functionality and the flexibility 
needed for dynamically generating and 
adopting processes.   
 
In the Publish/Subscribe Process Platform 
project, we aim at building a distributed process 
coordinator relying on publish/subscribe 
techniques as basic mechanism to drive the 
enactment of processes. In order to avoid a 
bottleneck at the process coordinator level, a 
centralized implementation must be avoided as 
much as possible while, at the same time, 
allowing for the provision of execution 
guarantees for processes in a modular way. 
 
This work is supported by the ETH as part of the ETH 
World projects “Advanced Querying and Coordination 
of Multimedia Information in ETH World: Feasibility 
Study and Prototype Demonstrator” and “Interactive 
Image Information System for Teaching and Research 
at ETH Zurich”, and by the Swiss National Science 
Foundation (SNF) within the main emphasis program 
SPP I&K as part of the project “INVENT: 
Infrastructure for Virtual Enterprises”.
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Ubiquitous computing is not science fiction any 
more; it is reality. Processors are used in cars 
and buildings, and laptops and palmtops are 
usual devices. Most importantly, these devices 
are somehow connected. Every computer or 
processor manages data ― and when there are 
more and more computers, the amount of 
redundant data stored at different places 
increases, too. As a result, the problem of data 
consistency becomes vital.  
 
However, these devices may only provide 
access to data rather than offering 
sophisticated services. As a result, application 
semantics has to be brought to the individual 
components in order to support complex 
applications spanning several of these 
components. New concepts, such as mobile 
agents, multi agent systems, and mobile 
computing in peer-to-peer networks, account for 
these problems and can be seamlessly applied 

to large-scale, distributed systems. All these 
approaches treat agents as independent units 
of computation, without considering any 
coordination among them. But these concepts 
need support for consistency if they shall be 
used in practice. Essentially, not only support 
for sophisticated failure handling within single 
agents but also the synchronization of different 
agents accessing shared resources is crucial. 
 
The goal of the AMoR (Agent, Mobility, and 
Transactions) project is to develop an agent 
framework that meets these new requirements. 
Consequently, existing concepts for 
transactions have to be modified or extended 
and new aspects have to be considered. By 
this, we combine the well-known semantics of 
transactions with mobile agent technology to 
account for the highly dynamic and distributed 
world of computing today. 
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Transaction management in composite systems 
requires that basic concepts are applied at 
different layers simultaneously, albeit not 
independently. Following the idea of open 
nested transactions for semantically rich 
operations or for transactional processes, the 
degree of concurrency can be considerably 
increased when subtransactions are committed 
immediately, rather than being deferred until the 
global commit. 
 
The cost for this gain has to be paid when 
recovery comes into play since the abort of a 
transaction requires the execution of inverse 
operations to semantically undo the effects of 
all committed subtransactions. 
 
When atomicity and isolation is considered 
jointly (according to the ideas of the unified 
theory of concurrency control and recovery), 
protocols are commonly designed according to 
one of the following two options: the first one is 
to “conservatively” treat concurrency, thereby 
loosing all the benefits of the open nested 
paradigm. The other option is to “aggressively” 
allow conflicting transactions to be interleaved 
with the drawback of imposing cascading 

aborts, i.e., the abort of a transaction imposes 
the abort of other ones, being actually 
independent. Most importantly, some 
operations may be highly complex such that 
their inverse either does not exist or is too 
expensive to be executed. 
  
The goal of the cost-aware transaction 
management project is to synthesize a family of 
scheduling protocols that can be applied in 
composite systems and that deal with the 
aforementioned problems. The basic rationale 
is to exploit the execution costs of operations 
and their inverses in addition to the information 
a scheduler traditionally uses for deciding how 
to interleave transactions. This allows a 
scheduler to optimize execution costs for multi-
transaction executions, thereby filling the gap 
between the “aggressive” and the 
“conservative” approach while still following the 
traditional notions of correctness. In addition, it 
allows for the choice of alternative executions in 
a cost-aware manner (i.e., trying the cheapest 
alternative first) and even for the 
personalization of transaction execution based 
on individually weighted execution costs of 
single operations. 

 

Scheduler 

Scheduler 

Cost-aware Transaction Management 

Transactional Coordination in Composite Systems 
 



 10 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Contact 

Torsten Grabs 

Database Research Group 

ETH Zürich 

Institute of Information Systems 

ETH Zentrum 

8092 Zürich 

Switzerland 

Phone +41 1 632 7556 

Fax +41 1 632 1172 

E-Mail: grabs@inf.ethz.ch 

http://www.dbs.ethz.ch 

The objective of the PowerDB-XML project is to 
design, implement, and evaluate a scalable 
infrastructure for efficient storage, update, and 
retrieval of large amounts of XML data. Existing 
platforms do not meet the requirements 
imposed by novel application domains such as 
e-commerce.  A fundamental requirement in 
such settings is to combine data-centric 
processing with document-centric processing. 
Data-centric processing deals with workloads 
and access patterns such as the ones with 
online transaction processing. Document-
centric processing incorporates the retrieval of 
relevant documents in the sense of information 
retrieval. Supporting these two kinds of 
processing within a single system gives rise to 
an integrated information system that replaces 
existing rather ad-hoc solutions for those novel 
application domains. This requirement is 
particularly challenging in the presence of high 
workloads, e.g., 100 users concurrently 
processing updates and retrieval. In other 
words, the infrastructure envisioned must scale. 
 
Our approach to cover all the aspects 
mentioned so far is as follows:  Our 
infrastructure is a cluster of databases. We map 
the content of the XML documents to relations, 
which are then materialized at the cluster 
nodes. In addition, we store the original XML 
document texts to allow for efficient document-
centric processing.  

As the figure shows, we follow a three-tier 
architecture with the database cluster as the 
bottom layer for storage management. The 
middle tier consists of one specialized 
component that coordinates the cluster and 
others that implement retrieval and update 
processing. This allows to run updates 
concurrently to retrieval with only little 
degradation of retrieval performance. So-called 
XML services efficiently implement query 
processing and update functionality to keep 
both mapped XML content and XML document 
texts consistent. Moreover, our notion of XML 
services provides an abstract interface to the 
distributed processing on the cluster nodes, i.e., 
the service interface hides that typically many 
cluster nodes process the request in parallel. In 
contrast to other specifications of interfaces to 
XML documents such as the W3C DOM, our 
services deal with a number of documents at a 
time. 
  
Our experiments have investigated the perfor-
mance characteristics of our approach when 
‘scaling out’ the cluster, i.e., when increasing 
the number of cluster nodes. We compare 
alternatives for physical design, aiming at 
different workloads. In our experiments, the 
PowerDB XML Engine shows surprisingly good 
scalability and low response times.  
 
The PowerDB project is partly supported by Microsoft.
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Online analytical processing (OLAP) aims at 
analyzing vast amounts of data in order to 
prepare strategic decisions. Modern OLAP 
systems must cope with very large volumes of 
data and at the same time must allow for short 
response times to facilitate interactive usage. 
Another requirement, which is getting more and 
more important, is that the data analyzed 
should be up-to-date.  
 
We aim at these requirements using a cluster of 
databases as basic infrastructure. Our 
approach features a distinguished coordinator 
that 'manages' the entire cluster: The 
coordinator decides what to store at each 
cluster node. It is responsible for scheduling 
and routing of client requests within the cluster. 
Such a cluster is becoming a cost-effective 
alternative to more expensive commercial 
supercomputers. It gives us parallelism and 
provides "scale-out" characteristics. By 
deploying commercial off-the-shelf components 
(COTS) we are also in line with the general 
research theme of our group, i.e., building large 
systems from standard hardware and software 
components.  
 
We concentrate on full replication as physical 
data organization scheme. This gives us inter-
query parallelism and fault tolerance. The aim 
of our research is the development and 
evaluation of sophisticated routing and 
scheduling strategies. So far, we have 
investigated query routing techniques which 
take the state of the component caches into 

 
 
 
 
 
 
account to maximize the cache hit rate. An 
important constraint is that the coordinator 
respects the principle of encapsulation when 
accessing its components. Consequently, it 
cannot look up the cache directories. Instead, it 
must base its routing decisions on the history of 
past queries only. Nevertheless, our techniques 
proofed very effective and better than state-of-
the-art strategies by a factor of two with regard 
to mean response time. 
 
Scheduling ensures the correct interleaved 
execution of queries and updates, and that 
updates go to all replicas. We investigate 
scheduling strategies, which allow to deal 
query-result accuracy for performance. We 
refer to these strategies as freshness-aware 
scheduling. The idea is that update propagation 
can be interleaved with query processing more 
efficiently in the presence of queries that agree 
to be evaluated on stale data: Queries are only 
evaluated on cluster nodes whose fresh-ness 
meets the minimal degree of freshness 
specified by the query. Refresh transactions 
propagate updates to replicas using a lazy 
replication approach. Preliminary experiments 
show that this results in a much higher degree 
of scalability and only a minimal slowdown of 
queries and updates. 
 
We have developed a full-fledged cluster of 
databases prototype. It features a freshness-
aware scheduler and a cache-approximation 
query router, and can process arbitrary SQL92-
compliant query and update transactions. This 
allows the use of queries of realistic complexity, 
i.e., the TPC-R benchmark for decision support 
systems, for the evaluation of our algorithms.   
 
The PowerDB project is partly supported by Microsoft. 
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The objective of this project is the combination 
of scheduling and routing in a database cluster. 
Its mid-term destination is to look at a scenario 
that comprises OLTP updates and OLAP 
queries and to investigate how to achieve a 
high degree of intra-query parallelism for the 
queries. The aim is to build a router for the 
subqueries to be evaluated in parallel that takes 
into account the following points: (1) Query 
routing should be cache-aware. (2) The degree 
of parallelism should depend on the workload, 
at least for queries whose parallelization only 
leads to a speedup clearly less than linear. The 
figure below serves as an illustration: The router 
to be designed is the component in the middle. 
Its current routing decisions rely on the history 
of such decisions, reflected by the meta-data 
component. The figure also shows that queries 
may be evaluated by an arbitrary number of 
components. 

To achieve the goals described so far, we are 
currently examining the speedup characteristics 
of TPC-R queries in a database cluster. We 
distinguish between the cache-aware and the 
cache-insensitive case, and we look at different 
numbers of components. The data organization 
scheme of the database cluster for these 
experiments is fixed: It is full replication, with a 
clustered index on the large relations. In the 
future, we also want to deal with OLTP 
scenarios where full replication might not be a 
good idea. We want to find techniques for good 
physical design that are also fault-tolerant. 
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Our goal in this research area is to extract 
characteristic features from multimedia 
documents that do not only provide high 
retrieval quality but also allow for efficient 
search algorithms.  
 
Primarily, the problem is to define and extract a 
compact representation for the content of 
multimedia documents. Most of the research in 
this field has concentrated on extracting 
descriptors from the raw data, e.g. words from a 
text document, color or texture feature from an 
image, or frequency histograms from audio. 
However, in a distributed and highly linked 
environment like the web, the content of a 
document is not only defined by its physical 
representation (text, image data, audio, etc.) but 
also by its “neighborhood” which defines the 
context of the document. With multimedia 
document types like image, video, and audio, 
the context may even play the dominant role. 
For instance, by analyzing only image data or 
audio data, it is hardly possible to detect who is 
depicted by the image or who is singing. 
However, given the neighboring documents of 
the image or audio clip, we might derive this 
information more easily. 
 

Secondary, we have to benchmark these 
descriptors under various aspects like retrieval 
quality, search efficiency, and storage 
overhead. Commonly, if a descriptor offers 
good retrieval quality, it requires expensive 
search algorithms. On the other hand, if 
efficient search algorithms based on a 
descriptor are efficient, the retrieval quality is 
not so good. As a consequence, there is a trade 
off between search efficiency and retrieval 
quality. In interactive search scenarios, the first 
steps of a search are often aiming at finding the 
“right query”. Thus, efficiency is more important 
than effectiveness.  During later steps, 
however, effectiveness plays the dominant role 
as users whish to retrieve all relevant 
documents. Hence, given the quality 
characteristics of features, we may dynamically 
choose features depending on whether 
efficiency or effectiveness is important. 
 
This work is supported by the ETH as part of the ETH 
World project “Advanced Querying and Coordination 
of Multimedia Information in ETH World: Feasibility 
Study and Prototype Demonstrator”. 
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Commonly, the more effective the content 
descriptors are, the more expensive becomes 
the retrieval with these descriptors. In the past, 
search engines for multimedia content often 
deployed only the simplest descriptors in order 
to be sufficiently fast. For instance, a widely 
used search technique for images is keyword 
based, and the URL (or ALT-attribute) of the 
image is used as the textual descriptor of the 
content. Although the search is very efficient, 
the retrieval quality is in almost all cases 
unsatisfactory. On the other hand, the more 
effective image retrieval systems deploy a large 
number of content descriptors (textual as well 
as visual) and use expensive search 
techniques. However, such a system may only 
deal with very small image database.  
 
Our research goal is to enable multimedia 
retrieval in huge image databases (more than 
one million of images) using the best 
descriptors available. Our core search 
technique, the so-called vector approximation 
file (VA-File), already allows for interactive 
searching for similar images in image 
databases with millions of images. It is based 
on high-dimensional content-descriptors (e.g. 
color distribution, texture, and shape) and 
performs a nearest neighbor search to identify 
similar objects for a given a set of samples.  
 

 
 
Retrieval for multimedia documents, however, 
mostly involves the usage of different types of 
descriptor representations, e.g. visual 
descriptors, keywords, or linkage information. 
Our goal is to develop a suite of index 
structures and search algorithms that enable 
queries using any combination of descriptors 
and that guarantees efficient and effective 
retrieval.  
 
Another interesting aspect is how to integrate 
relevance feedback techniques into the search 
algorithms. In the literature, a large number of 
feedback techniques have been proposed in 
the past. But not all of them are meaningful as 
they are too expensive and disallow for 
interactive search scenario. We aim at the 
development of good relevance feedback 
technique that leads to queries for which 
efficient search algorithms are available. 

 
This work is supported by the ETH and EMPA as part 
of the project “Feature Extraction and Similarity 
Search”. 
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While the technical methods for storing and 
retrieving multimedia information have improved 
steadily over the last years, the user access 
interface and the organization of documents 
have almost remained the same. For instance, 
most file systems are hierarchically organized 
and the user is responsible for maintaining the 
hierarchy and for storing the documents at the 
“right place”. However, it is difficult to define a 
proper hierarchy at the beginning, and, once 
the hierarchy is set up, it takes a lot of effort to 
evolve or change the hierarchy to newer 
demands. Furthermore, hierarchical 
organizations often do not fit to all the users 
needs (“the document I changed last week” or 
“the image I sent to my parents”).  
 
In our vision, the system maintains and stores 
documents without any interaction with the 
user. It further provides a model of the 
individual information spaces which are not 

restricted to any technical restrictions (i.e. 
hierarchy in file system) and which can be freely 
adapted according to the users’ needs. In this 
model, the basic access primitive is “query by 
association”. For instance, one can access 
documents related to a certain topic, to a 
certain person, or to arbitrary viewpoints. 
Furthermore, persons, groups of persons, and 
organisations have a virtual counterpart that 
denotes their “personality”, or the context of the 
user. Due to relationships between 
personalities, a user can gain access to 
information exchanged between personalities, 
can discover new information that was relevant 
to one of his or her related personalities, and 
the system can accommodate the user’s 
personality. 
 
This work is supported by the ETH as part of the ETH 
World project “All4U – Dynamic Collaborative 
Information Spaces”.
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The combination of wireless and wired 
connectivity along with increasingly small and 
powerful mobile devices, such as laptops, 
personal digital assistants, and smart phones, 
enables a wide range of new applications that 
will radically change the way information is 
managed and processed today. Information will 
become ubiquitous, being accessible and 
modifiable at anytime and from everywhere. 
Future information systems will transparently 
deal with mobile users, devices, data, and 
programs. Supporting mobility, however, puts 
special requirements on information systems 
that go beyond traditional data management.  
 
In our vision, information systems are 
composed of networks of self-describing and 
self-organizing mobile information components 
that are abstractions of both data and 
application logic. These components are 
inherently evolving, being able to adapt to 
changing requirements. 

  
In accordance to our hyperdatabase vision, the 
research area “Information Dynamics & 
Mobility” aims at bringing together 1) advanced 
transactional coordination, 2) ubiquitous data / 
service management, and 3) data / service 
tracking and integration. It puts emphasis on 
networked information systems where at any 
point in time components may become 
disconnected. In these cases, processing shall 
be continued with the objective of afterwards 
resolving potential conflicts. The following 
research directions are of particular interest: 

Transactions Everywhere. Our goal is to 
support transactional coordination that also 
takes into account mobility properties like 
frequently changing, slow, and/or expensive 
connection lines, longer times of disconnection, 
and devices with weak computing power and 
relatively small memories. Overall coordination 
shall be ensured even if some information 
components are occasionally disconnected. 
 
Information Consolidation. Due to the inherent 
distribution of computing, we aim at a conflict 
resolution approach that also exploits logging 
details like connection date and duration, data 
being processed, data creation and delivery 
time, last update time, and other parameters to 
accompany the consolidation of (partially) 
cached and replicated information.  
 
Multi-level Adaptation. Information components 
shall be self-describing and self-organizing in 
order to able to evolve and adapt dynamically. 
Adaptation may occur on multiple levels. In the 
special case of a mobility-aware adaptation, 
both environmental changes and resource 
constraints have to be respected.  
 
Higher-order Deployment. Even large and 
complex applications shall be composed simply 
by declaratively specifying both dependencies 
among selected component services. The 
information dynamics, i.e., the evolution and 
mobility of information shall be treated as 
component properties that are deployable. 
Similarly, quality of services shall be specified 

 

 

Information Dynamics & Mobility 

access information components &  services
(Mobile) Clients 

(Mobile) Coordinators 
support transactions everywhere, 
information consolidation & adaptability 

(Mobile) Adapters 
hide heterogeneity of data servers

(Mobile) Data Servers 
manage concurrent data access & specialized 
methods 
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The goal of this project is to investigate the 
foundations of advanced transactional 
computations in networked information systems 
consisting of static and dynamic (mobile) 
information components, as well. We are 
particularly interested in scenarios where some 
components may become occasionally 
disconnected due to several reasons. 
Nevertheless, certain transactional guarantees 
shall be ensured always and everywhere.  
 
In accordance to our hyperdatabase vision, 
“Transactions Everywhere” aims at the overall 
transactional coordination of mobile and 
occasionally disconnected system components. 
Transactional coordination shall also take into 
account mobility properties like frequently 
changing, slow, and/or expensive connection 
lines, longer times of disconnection, and 
devices with weak computing power and 
relatively small memories. 

From the conceptual point of view, we want to 
explore a flexible, multi-layered transaction 
model that provides means to specify such 
properties, e.g., based on log examinations and 
user profiles. Such a model shall support 
compensating and contingent transactions to 
achieve greater flexibility in particular in mobile 
computing scenarios.  
 
From the technical point of view, distributed 
peer-to-peer synchronization and recovery 
protocols that are based on information and 
function replication (and caching) shall provide 
the basis for executing transactions 
everywhere. The protocols shall support a 
mobility-based, graceful switching between 
synchronous and asynchronous modes for 
information and function synchronization. 

 

Transaction Everywhere 

Information Dynamics & Mobility
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DB Lab  
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  PII 400 MHz CPU  
  128 MB RAM  
  2x9 GB HD  
 
DBS Lab 
 
Sun Stations PC Printer/Scanner  PC Software 

dbs1 dbspc1 Apple LW 600 Microsoft® Windows 2000 
… … HP Laserjet 2100 NT   
dbs6 dbspc10 HP Laserjet 8100 DNT  
 dbspc18 HP ColorLaser 5M  
 … HP ScanJet 6200C 
 dbspc21  
 

 

Infrastructure

Infrastructure 


